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Abstract. Automatic visual recognition of gestures can be performed
using either a trajectory-based or a history-based representation. The
former characterises the gesture using 2D trajectories of the hands. The
latter summarises image sequences using values computed from indi-
vidual pixel histories. A direct experimental comparison of these two
approaches is presented using skin colour as a common visual cue and
recognition methods based on hidden Markov models, moment features
and normalised template matching. Skin history images are proposed as
a useful history-based representation. Results are reported on a database
of sixty gestures and the relative advantages and disadvantages of the
different methods are highlighted.

1 Introduction

This paper compares two very different types of visual representation useful for
real-time recognition of human gestures and actions. These will be refered to
here as trajectory-based and history-based representations. These two types of
representation result in quite different approaches to recognition. Each has its
strengths and weaknesses. The approaches are somewhat complementary and
can be combined to form a more effective overall system.

A trajectory-based representation relies on a tracking system to provide tem-
poral feature trajectories that summarise the movement of the body parts of
interest. A simple example of such a trajectory might consist of the image coor-
dinates of the centroids of the hands in each image of a sequence. Recognition
based on such trajectories is typically performed using hidden Markov mod-
els (HMMs). A history-based representation takes a quite different approach.
It summarises an image sequence using values computed from pixel histories.
Recognition based on history images has typically been performed by statistical
matching of Hu moment features computed from the history images, although
other matching algorithms are also applicable.

Results of experiments are reported here that characterise the recognition
performance resulting from these two different approaches to representation.
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This is an attempt to directly compare them under identical conditions using
the same data sets and visual cues. Comparisons of this kind are badly needed
in the literature in order to enhance understanding of the different approaches
and to highlight their strengths and weaknesses.

The task here is recognition of temporal gestures as opposed to the recogni-
tion of static postures of the hands. The gestures are performed with the user
oriented towards the camera so the task is view-specific. Furthermore, recogni-
tion is based upon a single monocular, colour view. All the methods reported
here use representations based on skin colour detection. A preprocessing step
common to all the methods provides a classification of each pixel in each image
as skin or non-skin. While other visual cues such as temporal differencing [1, 2],
optical flow [3], shape (e.g. [4]) and combinations of these (e.g. [5]) have been
used in this context, this comparison focuses on the use of skin colour cues. Skin
colour detection provides a useful representation of the extent of the head and
hands in each frame as long as the illumination conditions are as expected and
the torso and arms are clothed.

History-based representation has been used previously in the form of motion
energy and motion history images. In contrast, the history-based representation
used in the experiments reported here is computed from the skin detection. This
novel representation will be refered to as a skin history image (SHI). History im-
ages have previously been matched using Hu’s moment invariants [1]. Since Hu’s
invariants resulted in disappointing results on the gesture sequences considered
here, several alternative matching algorithms were also evaluated. In particular,
central moments, scale-normalised moments and direct image-based matching of
history images were used. Significantly reduced error rates were thus achieved.

Several reviews concerned with analysis and recognition of human gesture
and motion are available [6-8]. Some previous studies have compared recognition
engines for gesture recognition using fixed sequences of feature vectors [9]. Others
have compared different trajectory-based feature vectors computed from the
output of a tracking system [10,11]. The choice of representation used as input
to the recognition engine is likely to have a greater effect on performance than
the particular choice of recognition algorithm. Furthermore, representations with
contrasting properties are likely to give more orthogonal failure modes. The
fusion of recognition schemes based on diverse representations is thus likely to
result in further reductions in error.

The remainder of this paper is structured as follows. Section 2 describes the
skin detection algorithm used. Sections 3 and 4 describe the history-based and
trajectory-based recognition schemes. Section 5 reports experimental results and
the final section draws conclusions.

2 Skin Detection

Each of the recognition schemes evaluated here used a common preprocessing
step to provide a classification of each pixel in each image as skin or non-gkin
based on its colour and local connectivity. A skin colour probability density
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function, p(x), was estimated in the form of a histogram [12] from manually
cropped skin regions taken under similar illumination conditions. Histograms
were estimated in the two-dimensional chromatic space obtained by normalising
the red (R) and green (G) components with respect to intensity. Let C(z,y,t) be
a chromatic image sequence. A binary image sequence indicating skin coloured
pixels, B(z,y,t) can be computed using Equation (1) where T, is a suitable
threshold.

1 ifp(C(x,y,t)) > TP
0 otherwise

Bm%nz{ 1)

A connected components algorithm was applied to each image in the sequence
B(z,y,t). Connected components containing fewer than T, pixels were removed
in order to reduce the effects of noise and enable subsequent processing to focus
on the most significant skin-coloured regions. This yielded a binary sequence
S(z,y,t) indicating probable skin regions. This is not necessarily the optimal
method for segmenting skin regions: many alternative algorithms have been sug-
gested (e.g. [13-17]). It does, however, provide a useful common preprocessing
step from which to compute and compare trajectory-based and history-based
representations. An example of skin detection is shown in Fig. 1.

Fig. 1. From left to right: (a) an image from a gesture sequence, (b) the skin regions
detected, (c) the skin history image computed from the entire gesture sequence, and
(d) the corresponding trajectories.

3 History-based Recognition

3.1 Skin History Images

In a history image, pixel intensity is a function of the temporal history at that
pixel. In particular, a skin history image, H,, encodes information about the
history of skin colour at each pixel. Somewhat analagously to the motion history
image of Bobick and Davis [1], an SHI is defined using a replacement and decay
operator:

T if S(z,y,t) =1
max(0, A) otherwise

mw%wz{ @)

where A = H (z,y,t — 1) — 1. This results in a scalar-valued image in which
pixels that are currently skin coloured are brightest, pixels that have not been
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skin coloured for some time are darker and pixels that have never been skin
coloured during the last 7 frames are black (zero-valued). An example of a skin
history image (SHI) is shown in Fig. 1. Whereas the temporal templates proposed
by Bobick and Davis [1] used motion features as components of the templates, an
SHI implicitly captures information about the motion of the skin coloured pixels
that are of interest here. This motion is well represented by the SHI provided that
the sequence does not involve significant motion self-occlusion of skin-coloured
regions.

3.2 Recognition

A history image representation summarises a sequence as a single temporal tem-
plate so that recognition becomes a process of matching templates. An efficient
matching algorithm with appropriate invariance properties is needed. Bobick and
Davis [18-22] used Hu’s seven moment invariants [23] to characterise each his-
tory image. Statistical matching was then performed on these invariants. Here,
several alternative matching algorithms based on other moment invariants and
direct template matching are compared.

Moment Invariants For the sake of completeness, the invariant moment fea-
tures used will be defined. The two-dimensional (p + ¢)** order moments of a
discrete image I(z,y) are defined as

mp,q = Zw,y xpyq_[(x, y) D,q= 07 17 27 e (3)

These moments are not invariant with respect to translation, rotation or scale.
The central moments which are translation invariant are defined as

prq = Zw,y xpqu($+$0ay+y0) paq:071727"' (4)

where (29, yo) are the coordinates of the centroid, given by

__ Mmi,0
mo,o0

and yo = 22 (5)

1:0 mo,0

Invariance to both translation and scale can be obtained by computing the scale
normalised moments as

Hp.q = m(l)-i(—:/(z’-?—q)ﬂ p,¢=0,1,2,... (6)

Hu’s moment invariants, originally proposed in 1962 [23] and reformulated by
Li [24], exhibit translation, rotation and scale invariance. They are seven func-
tions of the second and third order moments and are given in the Appendix.
Since gestures are oriented consistently (assuming an upright camera and
an upright person) rotation invariance is in fact likely to reduce the discrimina-
tory ability of the features. Furthermore, if the distance from the camera to the
person is approximately constant then scale invariance can also reduce discrim-
ination. Whether central moments, scale normalised moments or Hu’s moment



6 Kenny Morrison and Stephen McKenna

invariants are most effective will therefore depend upon the nature of the ges-
ture sequences. The performance resulting from each of these features sets was
evaluated. Similarly to Bobick and Davis’ [18] use of Hu’s moment invariants,
a Mahalanobis distance (based on a diagonal covariance matrix) was used to
perform matching.

Normalised Template Matching Rather than base matching on moment
features, it is feasible to perform direct image-based template matching in order
to perform recognition. Translation invariance is obtained by translating each
template’s origin to its centroid (Equation (5)). Invariance to certain amounts
of scaling and rotation can be obtained by producing multiple templates that
are scaled and rotated versions of the original and using these during match-
ing as well. After this normalisation with respect to one or more of translation,
scaling and rotation, templates can be compared directly by pixel-wise compar-
isons on their overlap. Standard measures for template matching are the mean
squared difference (MSD), correlation coefficient (CC) and mean absolute dif-
ference (MAD). A nearest neighbour classifier was used to perform recognition
based on each of these measures. Here performace using these three measures
with translation invariant (centroid normalised) templates is reported.

4 Trajectory-based Recognition

4.1 Skin Region Trajectories

Several methods that use skin colour as a cue for locating and tracking hands
and head have been proposed (see e.g. [14,25-28]). In general their task is to
consistently locate and associate head and hand regions over time. Difficulties
arise when the number of objects in the scene varies due for example to occlusion.
Grouping errors due to noise and cue ambiguity cause further problems.

Some of the gesture sequences considered here are of one-handed gestures
and only a single hand is in the field of view. Other sequences contain both the
head and hands in the field of view, especially in the case of two-handed gestures.

In the case of a single hand sequence, the data association problem is trivial
since there is only one object, although grouping errors can still give rise to
errors. The tracker used here simply locates and tracks the largest connected
component in S(z,y,t). In the case of head-hand sequences, the head and hands
were located and identified using heuristics based on their size and initial relative
positions. The head was assumed to be visible at all times while the hands were
allowed to disappear due to occlusion. The head and hands were tracked using
the connected component grouping and time-symmetric matching. A persistence
parameter (set to 5 frames) was used to allow tracking with temporary loss of
image evidence. Additionally, in order to combat noise and false hand/head
assignment, each region was assigned an age attribute that was incremented
after every frame. A region was not recognised until it had been successfully
tracked for 5 frames [29].



Trajectory-based and History-based Representation 7

The system partially addresses situations in which, temporarily, a hand can-
not be located due to head-hand occlusion, hand-hand occlusion or occlusion by
another object. It does this through a combination of interpolation and extrap-
olation. During occlusion, missing data are estimated using a constant velocity
dynamic model. Once the occlusion event has finished and the hand is identi-
fied again, missing data are linearly interpolated backwards in time. The system
thus revises its estimate of the hand’s recent trajectory in the renewed track. At
any frame, the best available track estimates are used to compute features for
recognition. Interpolated data are used in precedence to extrapolated data.

Previously published experiments have compared seven different translation-
invariant feature vectors derived from this tracker’s output in terms of recog-
nition accuracy [11]. The most effective used the coordinates of the hand cen-
troid(s) in Cartesian coordinates normalised for translation invariance. This nor-
malisation was performed with respect to the endpoint of the gesture sequence.
Example extracted hand trajectories are shown in Fig. 1.

4.2 Recognition

Hidden Markov models (HMMs) and related models have been widely used for
recognition of human action and gesture using trajectory-based representation
(e.g. [30-36]). There is a comprehensive literature on hidden Markov models and
the algorithms involved in their use, Rabiner’s tutorial [37] being among the most
cited. HMMSs provide dynamic time-warping within a probabilistic framework.

HMMs with left-right topology and shared dummy start and end states were
used. In particular, a 5-state model with no skip transitions was used for each
gesture. Gaussian hidden states were used, i.e. each hidden state generated nor-
mally distributed observations according to its associated mean and covariance
matrix. Full covariance matrices were not used because they could not be reliably
estimated from the small numbers of examples. Instead, diagonal co-variance
matrices were used for each hidden state. HMMs were initialised by repeated
Viterbi alignment. This provided initial estimates for the various parameters of
the HMM, i.e. the variances associated with each hidden state and the probabili-
ties of making transitions between these states. These initial estimates were then
refined using Baum-Welch re-estimation, computing the probability of being in
a state at each frame using the forward-backward algorithm. Given initial val-
ues, the Baum-Welch algorithm iteratively refines these values so as to maximise
the likelihood of the HMM given the example observation sequences. In other
words, it provides a way to learn the model from the examples. Recognition was
performed using the Viterbi algorithm to estimate maximum likelihood state
sequences. The most likely paths through the HMMs for each gesture can be
used to decide which, if any, of the gestures occurred in the observed sequence.
HTK was used to implement HMM training and recognition [38].
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5 Experiments

5.1 Gesture Sequences

Gesture recognition systems typically attempt to recognise different people per-
forming a fixed set of pre-specified gestures, perhaps a small subset of gestures
from a sign language for example. An alternative approach explored here is to
allow each user to specify his or her own gesture vocabulary. This has the ad-
vantages that the gestures are likely to be comfortable for the user to perform
and easy for them to remember. Furthermore, it increases accessibility to the
technology since even users with relatively severe motor impairment are typi-
cally able to define and repeat their own, perhaps idiosyncratic, gestures. The
constraint imposed upon the gesture recognition system by this approach is that
it must be capable of learning gesture models from only a few examples. This
is because each user must supply all the training examples and after more than
about ten examples per gesture this process becomes tedious.

Six subjects (A-F) were recorded performing ten examples of each of ten ges-
tures of their own devising. These 600 gesture sequences totalled approximately
30,000 images. Fig. 2 shows the skin history images computed from one example
sequence of each of the sixty gestures. Three of the subjects (D-F) had a motor
disability. Three of the subjects opted for one-handed gestures and three for at
least some two-handed gestures.

5.2 Recognition Results

The examples of each gesture g were allocated at random to two disjoint sets,
SY and SY, each consisting of five examples. Recognition rates were estimated
as follows. Firstly, models were computed using the sets S{ and these models
were used to recognise the gestures in S5. Secondly, models were computed using
the sets SJ and used to recognise the gestures in SY. The recognition rates for
these two experiments were then averaged together. The results are summarised
in Table 1. They should be interpreted as estimates of the expected recognition
performance when five examples of each of ten gestures are available for training
the recognition system.

The history-based approach achieved consistently lower recognition accuracy
using template matching than when moment features were used. Overall, tem-
plate matching based on mean absolute difference performed best in terms of
both computational cost and error rate. The trajectory-based approach using
HMMs gave better results than moments with SHIs but did not perform as well
on average as template matching of SHIs.

6 Discussion

Trajectory-based representation with HMM recognition can give erroneous re-
sults when tracking errors occur. This is more likely when multiple objects (head
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Gesture Trajectories Skin History Images
Type |Subject]| HMM [C-Mom[S-Mom[H-Mom|MAD|MSD|CC
One- A 99 68 55 35 91 88 | 87
handed B 95 58 55 48 96 96 | 96
C 85 64 67 42 91 82 | 78
Two- D 84 49 33 27 70 67 | 74
handed E 69 73 72 48 90 91 | 77
F 64 92 90 51 98 | 100 | 99
| | Mean || 827 | 673 | 62 | 41.8 [89.3 [87.3[85.2]

Table 1. Recognition rates (%ages) using trajectories with hidden Markov models
(HMM) and skin history images with central moments (C-Mom), scale-normalised
moments (S-Mom), Hu moments (H-Mom), mean absolute difference (MAD), mean
squared difference (MSD) and correlation coefficient (CC).

and hands) are being tracked and can mutually occlude one another. Errors also
occur when one gesture’s trajectory is similar to all or part of another gesture’s
trajectory. History-based representation with MAD template matching can give
recognition errors when the history representation is inadequate due to motion
self-occlusion or when skin history images of gestures are similar.

Nearest neighbour template matching is an efficient and effective method for
the application considered here in which small sets of user-defined gestures must
be recognised based on small training data sets. It would, however, scale poorly
to large data sets in terms of computational cost. In such cases, a more efficient
matching strategy based on prototype templates or eigenimages, for example,
could be adopted.

Great care was taken to test the implementation of the moment features in
order to verify their relatively poor performance. Comparing the three sets of
moment features, central moments gave the lowest error rates, followed by scale-
normalised moments and finally Hu moments. This can be understood in terms
of the invariance properties of these feature sets. In the gesture recognition task
investigated here, the person is oriented towards the camera at an approximately
fixed distance from the camera. As a result, the feature sets that normalise to
achieve scale and rotation invariances result in a loss of discriminative ability. For
example, given rotation invariance, an upwards movement can easily be confused
with a downwards movement.

An analysis of the recognition errors on the entire data sets showed that
of the 104 errors made using HMMs and the 64 errors made using MAD SHI
matching, only 5 were a result of confusing the same pair of gestures. In other
words, the two approaches largely made different errors. This suggests that it
should be possible to combine the approaches to further reduce the error rates.

The comparisons reported here were simplified by ignoring the temporal
segmentation problem and instead using isolated gestures. Future work could
usefully explore the complementary nature of the representations and recog-
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nition methods in the context of gesture spotting. The authors are currently

investigating the use of a history-based representation capable of representing
self-occluding motion.
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A Hu’s moment invariants

The seven moment invariants defined by Hu [23] are as follows.

W1 = U2, + o2 (7)

P2 = (2,0 — po,2)” + 447 4 (8)

Y3 = (u3,0 — 31,2)* + (Bpz,1 — po,3)? 9)
Vs = (p3,0 + p1,2)° + (2,1 + po,3)? (10)

¥s = (p3,0 — 31,2) (63,0 + p1,2) (13,0 + ,u1,2)2
—=3(p2,1 + po,3)’]
+3(p2,1 — tho,3) (2,1 + p0,3)[3(p3,0 + p1,2)°
—(p2,1 + po,3)°] (11)

e = (12,0 — po,2)[(3,0 + p1,2)” — (2,1 + o,3)°]
+4p,1 (3,0 + ti1,2) (2,1 + o,3) (12)

Y7 = 32,1 — po,3) (3,0 + p1,2) (13,0 + ,u1,2)2
=3(p2,1 + M0,3)2]
—(p3,0 — 3p1,2) (2,1 + 0,3)[3(t3,0 + p1,2)°
—(p2,1 + po,3)°] (13)
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